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Abstract— In this paper we propose a novel point cloud
generator that is able to reconstruct and generate 3D point
clouds composed of semantic parts. Given a latent represen-
tation of the target 3D model, the generation starts from a
single point and gets expanded recursively to produce the high-
resolution point cloud via a sequence of point expansion stages.
During the recursive procedure of generation, we not only
obtain the coarse-to-fine point clouds for the target 3D model
from every expansion stage, but also unsupervisedly discover
the semantic segmentation of the target model according to
the hierarchical/parent-child relation between the points across
expansion stages. Moreover, the expansion modules and other
elements used in our recursive generator are mostly sharing
weights thus making the overall framework light and efficient.
Extensive experiments are conducted to show that our point
cloud generator has comparable or even superior performance
on both generation and reconstruction tasks in comparison to
various baselines, and provides the consistent co-segmentation
among instances of the same object class.

I. INTRODUCTION

As the increasing usage of 3D sensors nowadays, under-
standing the 3D data and the rich geometric information of
it becomes a crucial problem in many applications such as
robotics and autonomous vehicles. Among various formats
of 3D data (e.g. meshes, voxels, and point clouds), the point
cloud is one of the most intuitive and popular representations,
not only because of being the default output of several 3D
sensors (e.g. LiDARs) but also its ability of well capturing
the geometric details. In this paper, we focus on better un-
derstanding the underlying geometry of 3D data via learning
the generative procedure of point clouds.

Basically, understanding the geometry of 3D point clouds
can be categorized into three levels of granularity from fine
to coarse, as sequentially described in the following: (1)
Modelling structure details, where many works [1], [2], [3],
[4], [5], [6] proposed for generating or reconstructing point
clouds belongs to such level, in which various modelling
techniques are adopted to describe the geometric details.
For instance, [2] utilizes the transformation of multiple 2D
grids/patches to reconstruct the 3D object surface, while
[3] builds the probabilistic model based on point densities
for generating sophisticated surfaces through sampling; (2)
Extracting semantic parts, where a point cloud is represented
as the (hierarchical) combination of semantic parts. For
instance, both [7] and [8] propose tree-structured generative
models of point clouds, where the former explicitly con-
structs hierarchical part-based representations while the latter

1All authors are with the Department of Computer Science, National
Chiao Tung University
∗ Project page: https://odie2630463.github.io/rpg-page/

Fig. 1. Our model based on novel design of having recursive point
expansion stages is able to not only produce coarse-to-fine generation of
point clouds, but also unsupervisedly discover their semantic parts, which
provides more fine-grained understanding on the geometry of 3D shapes.

produces part segmentation of the generated point cloud
via tracing the tree built upon graph convolutions; and (3)
Discovering shape correspondences, where the co-analysis
of multiple point clouds of the same class is applied to
discover the correspondences across shapes. For example,
[9] learns the co-segmentation while [10] finds the semantic-
aware structural points shared across object instances.

While most of the research works of understanding the
geometry of point clouds only focus on one of the aforemen-
tioned levels (with few of them taking care of two levels), in
this paper we aim to model the generative procedure of point
cloud data with including all the granularities in a unified
framework. We propose a recursive point cloud generator
(RPG) which takes a latent vector (standing for the represen-
tation of the whole target 3D shape) as input, and generates
the point clouds in a coarse-to-fine manner via a sequence
of point expansion stages, as shown in Figure 1. Basically,
the generation starts from initializing the simplest/coarsest
point cloud composed of only a single 3D point at origin,
the expansion module at each expansion stage recursively
duplicates every point obtained from the previous stage
certain times to form a finer point cloud (i.e. having more
points to detailedly represent the target 3D shape). The point
clouds produced from all the stages naturally form a tree-
structure, where we can partition the points at an arbitrary
stage according to their ancestor assignments on a previous
stage thus resulting the hierarchical part segmentation in
an unsupervised way. Moreover, as our RPG is learnt on
multiple 3D instances at the same time, the shape correspon-
dences across point clouds can be automatically discovered.
With having the expansion modules sharing weights across
expansion stages by the recursive nature of our RPG, our
proposed framework results to have small model size thus
leading to more efficient model training. We experimentally
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show that our RPG framework is able to achieve compara-
ble generation and reconstruction performance with respect
to the state-of-the-art baselines, and produce compact and
semantically-meaningful part segmentation/co-segmentation
on point clouds.

II. RELATED WORK

In the following we briefly review the related works for
understanding geometry of 3D point cloud data from three
granularities, as aforementioned in the introduction.
Reconstruction and Generation. Though the popularity
of using point cloud to represent 3D data, the tasks of
reconstructing or generating the point cloud data are still
considered to be challenging due to its irregularity (e.g.
permutation-invariance). Various research works have been
proposed these years, for instance: [1] and [2] represent
a 3D shape as the deformation of 2D grid points or the
2D parametric surface elements, which however cannot well
reconstruct the local details of point cloud data; [4] models
the point clouds as a two-level hierarchy of distributions via
adopting the frameworks based on continuous normalizing
flow; [5] develops a progressive deconvolution network to
generate the coarse-to-fine point clouds, which is trained
via adversarial learning; and [3] proposes an energy-based
probabilistic framework to model the distribution of 3D
points via learning the gradient field of the point densities.
While these prior works improve the fidelity of generated
or reconstructed point clouds over the recent years, the
information or the segmentation of semantic parts are not
taken into consideration for their model designs.
Hierarchical and Part-based Representation. Treating the
3D shape as a hierarchical decomposition of parts has facil-
itated humans’ understanding on the shape structures, and
thus have attracted plenty research attentions. For instance,
[11] and [12] represent 3D objects as hierarchical n-ary trees
and train the graph neural network [13] and the conditional
variational autoencoder respectively to learn the hierarchical
structures, where they require the dataset with groundtruth
part annotations (e.g. PartNet [14]) for the model learning. In
contrast, [7] learns the hierarchical part-based representation
of point clouds in an unsupervised manner, where they adopt
the tree-structured Gaussian mixture distribution to proba-
bilistically approximate the point cloud surface. However,
their model struggles to produce small sharp details in the
generated point cloud, as indicated by themselves in [7].
Similarly, TreeGAN [8] learns a point cloud generator built
upon tree-structured graph ConvNet, but only outputs the
point cloud with part segmentation at the final layer and
lacks of the intermediate point clouds during the generation,
i.e. having no hierarchical representation.
Cross-Object Shape Correspondence. Discovering the
semantic correspondences across 3D object instances helps
to investigate and study the variances among 3D shapes
thus leading to more high-level understanding. [15], [16],
[17] learn the decomposition of shapes with adopting the
primitive-based representation, where the parts are however
limited to the primitives such as cuboids, superquadrics, or

convex hulls. [10] instead proposes an unsupervised method
to discover the 3D structural points which are shared among
the shape instances with similar structures and show the
semantic consistency. And [9] leverages a branched autoen-
coder to achieve co-segmentation between similar shapes,
where each branch represents a recurring part in the implicit
field. Although producing semantic correspondences across
shapes, [10], [9] do not support the point cloud generation.

In contrast to all the aforementioned works, our proposed
recursive point cloud generator (RPG) is able to perform
reconstruction and generation of point cloud data with
high fidelity, produce hierarchical part-based segmentation
without requiring any supervision on part annotations, and
discover the semantic correspondence across instances of the
same category, with all achieved by a unified lightweight
model.

III. RECURSIVE POINT CLOUD GENERATOR (RPG)

The goal of our proposed method is to unsupervisedly
learn a point cloud generator, named as Recursive Point
Cloud Generator (RPG), which is able to generate 3D point
clouds in a recursive coarse-to-fine manner. The learning
of RPG is based on the autoencoder framework: Given a
point cloud data P , an encoder E (which is built upon the
PointNet [18] followed by a fully-connected layer in our
implementation) first maps it into a latent representation
z ∈ RU , our proposed RPG then takes z as input and
attempts to reconstruct P̂ which ideally should be identical
to P . The reconstruction error between P̂ and P is thus the
objective to drive the training of encoder E and our RPG.

Now we detail the generative process of our proposed
RPG for generating the point cloud data from the latent
representation z. Basically, we decompose the generative
process into D sequential stages of point expansion, as for-
mulated in Eq. 1. At each stage d, the 3D points S(d) together
with their corresponding structural representations H(d) are
expanded by k(d) times into S(d+1) and H(d+1) respectively
via the expansion module E , where d = 0, 1, · · · , D − 1. In
other words, the number of 3D points in S(d+1), denoted as∣∣S(d+1)

∣∣, is k(d) times more than the one in S(d). The 3D
points obtained after the last stage of expansion, i.e. S(D),
become the output P̂ of our RPG, in which

∣∣S(D)
∣∣ can be

also calculated easily by
∏D−1

d=0 k(d).

Stage 0: S(1),H(1) = E(S(0),H(0))

Stage 1: S(2),H(2) = E(S(1),H(1))

...

Stage D − 1: S(D),H(D) = E(S(D−1),H(D−1)).

(1)

The basic concept behind these sequential stages can be
described in an intuitive way, as illustrated in Figure 2:
Assuming that we are now asked to build the 3D point cloud
of a specific chair, but at the beginning we can only use 5
points to represent the structure of that chair. It then become
a reasonable choice to distribute these 5 points to the chair
back and 4 chair legs respectively. Such scenario is analogous
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S(2), H(2)

= E(S(1), H(1))

[Stage 0] [Stage 1]
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S(1), H(1)

= E(S(0), H(0))

Fig. 2. Illustration for the basic concept behind our proposed Recursive Point Cloud Generator (RPG). Assuming now we are aiming to reconstruct the
point cloud of a 3D chair model, with being given its latent/structural representation z. Our generation starts from having S(0) = {0} and H(0) = {z}.
The expansion module E in the Stage 0 firstly expands from the origin point 0 into k(0) = 5 points S(1) = {s(1)i }k(0)i=1 , which are roughly distributed
to the locations of the chair back and chair legs, as well as evolves z into k(0) structural representations H(1) = {h(1)

i }k(0)i=1 indicating that now the
chair model is assembled by k(0) parts. The expansion module E in the Stage 1 can further expand every point in S(1) and representation in H(1) by
k(1) times in order to derive S(2) and H(2), where now the point cloud for the chair contains more points thus becoming more fine-grained. With having
the expansion module recursively applied D times, we obtain S(D) as the resultant point cloud for the 3D chair model, in which there are

∏D−1
d=0 k(d)

points in the point cloud. The overall procedure of our RPG shows the coarse-to-fine generation of the 3D point cloud, and we can easily obtain the part
segmentation of the point cloud according to the corresponding ancestors (e.g. in S(1)) for each point in S(D), as shown in the right-most figure.

to our stage 0 of point expansion with taking H(0) = {z}
and S(0) = {0}, where the k(0) = 5 points (denoted as
S(1) = {s(1)i }k(0)i=1 ) are expanded from the origin 0 according
to the latent structural representation z of the whole chair,
and z is evolved into H(1) = {h(1)

i }k(0)i=1 representations
indicating that now the chair is assembled by k(0) = 5
parts. When stepping further with being allowed to use more
points to represent each part of this chair, these points would
ideally be distributed to better cover the volume of their
corresponding parts. Similarly, our stage 1 is analogous to
this scenario, in which for every point s

(1)
i ∈ S(1) we can

expand it into k(1) more points as well as evolve its structural
representation h

(1)
i ∈ H(1) into k(1) corresponding structural

representations, indicating that now the part related to s
(1)
i

is represented by k(1) more sub-parts. All the points and
structural representations expanded from S(1) and H(1) are
denoted as S(2) and H(2) respectively, in which S(2) shows
more finer-grained 3D point cloud of the chair in comparison
to S(1). Following the similar principle as previous stages,
more stages of point expansion can be recursively applied to
build the 3D point cloud in a coarse-to-fine manner.

A. Expansion Module E

The architecture of the expansion module E used in RPG
is illustrated in Figure 3. Given a 3D point s(d)i ∈ S(d) with
its corresponding structural representation h

(d)
i and scaling

factor α(d)
i , the expansion module E expands s

(d)
i , h(d)

i , and
α
(d)
i respectively by k(d) times:

{
s(d,i)→(d+1)
m , h(d,i)→(d+1)

m , α(d,i)→(d+1)
m

}k(d)

m=1

= E(s(d)i , h
(d)
i , α

(d)
i )

(2)

where h
(d,i)→(d+1)
1 = h

(d,i)→(d+1)
2 = · · · = h

(d,i)→(d+1)
k(d) .

Noting that in Eq. 1 we skip the scaling factors α for
simplicity. With denoting all the 3D points and structural
representations expanded from s

(d)
i and h

(d)
i respectively as

S(d,i)→(d+1) and H(d,i)→(d+1), the overall points and their
corresponding structural representations obtained at the stage

d are then accumulated respectively by:

S(d+1) =

|S(d)|⋃
i=1

S(d,i)→(d+1) , H(d+1) =

|H(d)|⋃
i=1

H(d,i)→(d+1)

(3)
We now provide more detailed explanation for how such

expansion module works as well as the physical meanings
behind each variable. We say, the parent point of s

(d)
i

(denoted as P (s
(d)
i ) ∈ S(d−1), which s

(d)
i is expanded from)

is in charge of representing a certain portion V of the target
3D model (e.g. a 3D chair). According to Eq. 2, all the
sibling points of s(d)i , which are also expanded from P (s

(d)
i ),

do share the same structural representation h
(d)
i as s

(d)
i .

Therefore, h
(d)
i actually carries the structural information

of V . Now, when we further expand s
(d)
i into k(d) points,

a function F is used to extract from h
(d)
i the structural

information h′ for the sub-portion V ′ of V that s(d)i is taking
care of.

h′ = F(s
(d)
i , h

(d)
i ) = tanh(Ms ∗ s(d)i +Mh ∗ h(d)

i ) (4)

where s
(d)
i ∈ R3×1, Ms ∈ RU×3, h

(d)
i ∈ RU×1, and

Mh ∈ RU×U (U is set to 512 in all our experiments). Then,
as all the child points expanded from s

(d)
i would share the

same h′, we duplicate it k(d) times, and denote them as
H(d,i)→(d+1) = {h(d,i)→(d+1)

m }k(d)m=1. Regarding the scaling
factor α

(d)
i of the point s(d)i , it is to constraint the range of

movement for s
(d)
i when s

(d)
i is expanded from its parent

P (s
(d)
i ) as V is just a portion of the whole target 3D model,

i.e. s(d)i should not exceed the spatial range of V .
Regarding the way of distributing k(d) points in the sub-

portion V ′ that s(d)i takes care of, we particularly introduce
the embeddings {e(d)m }k(d)m=1 which serve as the high-level
representations for an initial spatial-arrangement, the con-
catenation of each e

(d)
m with h′ is then taken as the input

for a multiple-layer perceptron (MLP) to produce the offset
o
(d,i)→(d+1)
m ∈ R3×1 and the scaling factor α

(d,i)→(d+1)
m

of the m-th point expanded from s
(d)
i . Please note that

now the scaling factor α
(d,i)→(d+1)
m has been multiplied

with α
(d)
i after MLP (i.e. with denoting the m-th α-related



Fig. 3. Architecture of our expansion module E . Please refer to its corresponding paragraphs for more detailed description.

element outputted by MLP(h′, e(d)1 , · · · , e(d)k(d)) as α̃m, we

have α
(d,i)→(d+1)
m = α

(d)
i · α̃m). The resultant 3D point

coordinate s
(d,i)→(d+1)
m of m-th point is computed by:

s(d,i)→(d+1)
m = s

(d)
i +

o
(d,i)→(d+1)
m

omax
∗ α(d,i)→(d+1)

m (5)

where omax = max({
∥∥∥o(d,i)→(d+1)

m

∥∥∥}k(d)m=1).

Insights. As the points in S(d) are expanded the ones in
S(d−1), with leveraging the hierarchical/parent-child relation
between them, we are able to straightforwardly construct
a tree-structure upon all the point clouds (i.e. {S(d)}D−1

d=0 )
obtained during the process of our recursive point generator.
Note that, such tree-structure will form a perfect k-ary tree
if k(d) are equivalent ∀d. Moreover, when we consider the
path of tracing each point in S(D) (i.e. leave node) back to
the origin point in S(0) (i.e. root node), the function F with
respect to all the points and their structural representations in
such path actually form a simplest recurrent neural network
(RNN), in which the points s and structural representations
h in the path are the inputs and hidden states respectively,
while Ms and Mt are the parameters of such RNN.

Lastly, when we consider the cluster assignments for all
the points in S(d) according to their corresponding ancestor
points in S(d′), where d′ < d, we can obtain the segmentation
result of S(d) with |S(d′)| clusters. Examples of using S(1) as
the reference of the ancestor points to perform segmentation
on various S(d) with d > 1 are shown in Figure 1.

B. Training Objective

The main objective for RPG training simply adopts the
Chamfer Distance (CD) [19] for the reconstruction error
between P and our RPG output P̂ = S(D).

LCD =
1

|P|
∑
s∈P

min
s′∈P̂

||s− s′||22 +
1

|P̂|
∑
s′∈P̂

min
s∈P

||s− s′||22

(6)
Moreover, we introduce a regularization term to gener-

ally encourage smaller scaling factors, in order to reduce
the potential overlapping between different portions (i.e.

S(d,i)→(d+1) and S(d,j)→(d+1), i ̸= j) on each stage.

Lreg =
1

D

D−1∑
d=0

 1

|S(d)|

|S(d)|∑
i=1

A(d)

 (7)

where A(d) denotes all the scaling factors obtained at stage
d. The overall objective then becomes LCD + λLreg, where
λ is set to 5e−5 in our experiments.

Please especially note that, the parameters of F (i.e. Ms

and Mt) and the ones of MLP are shared globally across
all the stages of point expansion, while the embeddings
{e(d)m }k(d)m=1 in stage d are shared among all expansion op-
erations of the points in S(d) (where e

(d)
m ∈ R64×1 in our

experiments). The initial value for the scaling factor α0 at
the stage 0 is set to 1.

IV. EXPERIMENTS

Datasets. The experiments and evaluations are conducted on
ShapeNet [20], which is a large scale dataset composed of
51,127 pre-aligned 3D shapes from 55 categories. We follow
the experimental setting as [3], [4] to have 35,708/5,158
shapes for the train/test split of ShapeNet. Since the shapes in
ShapeNet are originally in the format of meshes, we follow
the common practice as [18] to sample 2048 points randomly
on the triangles from the meshes in order to build up the point
cloud data of each shape for our experiments.
Evaluation metrics. We follow the prior works [3], [4] to
adopt the symmetric Chamfer Distance (CD) for evaluating
the performance of point cloud reconstruction. Regarding the
point cloud generation, we also follow [3], [4] to use the
Minimum Matching Distance (MMD), Coverage (COV), and
1-Nearest Neighbor Accuracy (1-NNA) as metrics to access
the quality of generated point clouds. While taking the test
split of ShapeNet as the reference set, MMD and 1-NNA are
the smaller the better, while COV is the larger the better.
Implementation Details Two variants are adopted for our
RPG training. The first one, denoted as RPG3125, is trained
on the point cloud data with having 3125 points per point
cloud, where there are 5 expansion stages with setting all
k(d) equally to 5. Another one, denoted as RPG2048, is
instead based on the points clouds of 2048 points, where
there are also 5 expansion stages but setting k(1) to 8 and



k(2)=k(3)=k(4)=k(5) to 4. We mainly adopt RPG2048 for
evaluating the tasks of reconstruction and generation in order
to have fair comparison to the baselines (however please
note that the performances of our RPG2048 and RPG3125 are
almost the same), while using RPG3125 to illustrate the part
segmentation for better visualization (where the segmentation
into k(1) = 5 parts is easier for clear colorization of points).

TABLE I
ARCHITECTURE OF THE ENCODER E .
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The architecture of the encoder E used in our method
is shown in Table I. Regarding the expansion module E ,
as described and illustrated in Section III-A and Figure 3,
there are two subnetworks to be learned, i.e. function F
and a multiple-layer perceptron MLP. The function F has
parameters Ms ∈ R512×3 and Mh ∈ R512×512, while
the multiple-layer perceptron MLP has three hidden layers,
where each layer has 512 neurons and followed by a ReLU
activation function. The input and output size of MLP are
576 and 4 respectively. For all the experiments, we use the
AdamW optimizer with learning rate 1e−3 and batch size
64. The model is trained for 2000 epochs.

A. Reconstruction

We compare the reconstruction ability of auto-encoding
the point cloud among our proposed RPG and various
baselines, i.e. AtlasNet [2] with patches and with sphere,
PointFlow [4] (abbreviated as PF), and the current state-of-
the-art ShapeGF [3], based on the whole test set of ShapeNet
as well as the three categories of it (i.e. Airplane, Car, and
Chair). Please note that, we follow the same experimental
setting as [4], [3].

The reconstruction errors in terms of Chamfer distance
as well as the number of parameters for each method are
provided in Table II. It is shown that our RPG has the
comparable performance of point cloud reconstruction with
respect to all the baselines, while having only 1.8M model
parameters (with 0.7M from the PointNet encoder E), being
almost half of the current state-of-the-art ShapeGF [3]. In
particular, although PF [4] baseline has smaller number of
model parameters than ours, but our reconstruction perfor-
mance is superior to it on all the datasets. Qualitative exam-
ples of reconstruction produced by our RPG are provided in
Figure 4 (more can be found in supplementary videos).

B. Generation

We follow the experimental setting as [3] to conduct the
evaluation in terms of generation ability on two categories

TABLE II
EXPERIMENTAL RESULTS OF THE RECONSTRUCTION TASK CONDUCTED

ON SHAPENET DATASET AND THREE CATEGORIES OF IT. THE

RECONSTRUCTION ERRORS BETWEEN THE INPUT AND RECONSTRUCTED

OUTPUT ARE GIVEN IN CHAMFER DISTANCE MULTIPLIED BY 104 .

AtlasNet PF ShapeGF OursDataset Metric Sphere Patches

Airplane CD 1.002 0.969 1.208 0.96 0.924
EMD 2.672 2.612 2.757 2.562 3.336

Chair CD 6.564 6.693 10.120 5.599 7.493
EMD 5.790 5.509 6.434 4.917 5.502

Car CD 5.392 5.441 6.531 5.328 5.711
EMD 4.587 4.570 5.138 4.409 4.573

ShapeNet CD 5.301 5.121 7.551 5.154 5.607
EMD 5.553 5.493 5.176 4.603 4.536

Params 12M 12M 1.5M 3.5M 1.8M

Fig. 4. Examples of reconstruction by our RPG. For each example pair,
the shape on the left is the input while the output is on the right.

(i.e. Airplane and Chair) in ShapeNet. Several baselines
are adopted for making comparison, including r-GAN [6],
GCN [21], TreeGAN [8], PF [4], and ShapeGF [3]. In order
to equip our RPG framework with the ability of genera-
tion, our model training is extended from the autoencoder
to the variational autoencoder [22], where the distribution
of latent representations of 3D shapes are modelled as a
normal distribution, thus our RPG can take noise vectors
sampled from such normal distribution as H(0) and output the
generated point clouds. The quantitative results of generation
quality for various approaches as well as their model sizes
are provided in Table III. We can see that, our proposed RPG
framework achieves superior performance with respect to r-
GAN, GAN, TreeGAN, and PF on almost all the metrics for
both categories. While our RPG has comparable performance
with ShapeGF, the amount of parameters of our RPG model
is smaller than all the baselines thus contributing to less
training time and lower hardware requirements. We also
provide the qualitative examples of point clouds generated
by our proposed RPG in Figure 6 to visualize their quality as
well as the diversity. Moreover, in Figure 5(b) we provide the
5 example sets of interpolation between two 3D shapes of the
same category (i.e. shapes generated from the interpolation
between two noise vectors which can lead to the point clouds
of the same category), where we can see the smooth and
semantically-consistent transition between generated point
clouds during the interpolation. In Figure 5(a) we visualize
the point clouds generated on all the expansion stages for
interpolated shapes. While in Figure 5(c) we provide even the
examples of interpolation between different object categories.
More examples for generation and interpolation are provided
in the supplementary video.



(b)(a) (c)

Fig. 5. Examples for interpolation between shapes: (a) Rows sequentially show the point clouds generated on all the expansion stages while interpolating
between the chairs on the bottom-left and bottom-right corners; (b) Each row shows interpolation between two 3D shapes of the same object class; (c)
Each row shows interpolation between two shapes from different categories.

TABLE III
EXPERIMENTAL RESULTS OF THE GENERATION TASK CONDUCTED ON

THE AIRPLANE AND CHAIR CATEGORIES OF SHAPENET DATASET. THE

MMD NUMBERS ARE MULTIPLIED WITH 104 HERE.

Model Params MMD(↓) COV (↑) l-NNA(↓)

A
ir

pl
an

e

r-GAN 6.9M 1.657 38.52 95.80
GCN 7.0M 2.623 9.38 95.16

TreeGAN 40M 1.466 44.69 95.06
PF 1.5M 1.408 39.51 83.21

ShapeGF 3.5M 1.285 47.65 85.06
Ours 1.1M 1.288 42.47 84.57

C
ha

ir

r-GAN 6.9M 18.187 19.49 84.82
GCN 7.0M 23.098 6.95 86.52

TreeGAN 40M 16.147 40.33 74.55
PF 1.5M 15.027 40.94 67.60

ShapeGF 3.5M 14.818 46.37 66.16
Ours 1.1M 15.686 45.62 66.39

Fig. 6. Qualitative examples of the point clouds generated by our proposed
recursive point cloud generator (RPG).

C. Part Segmentation and Co-Segmentation

As what can be seen from both Figure 7 and 5, the
points in the generated point clouds are colorized according
to their ancestor assignments in S(1), which particularly
highlight the most important feature, i.e. part segmentation,
that distinguishing our proposed RPG from the baselines
such as PointFlow [4] and ShapeGF [3] that can only
generate point clouds without having any part segmentation.

Fig. 7. Visualization of co-segmentation results among object instances
from Car, Chair and Airplane categories in ShapeNet. For each object
category, the rows sequentially highlight different common parts with green
color shared across the instances.

In particular, the part segmentation is naturally obtained
during the inference of our RPG, from the tree-structure built
upon the point clouds produced by the sequential expansion
stages without any supervision nor annotation on parts.

Moreover, as the generative procedures of different ob-
ject instances are learnt by the same recursive process of
expansions in our RPG framework, regardless of the tasks
of generation or reconstruction, we are therefore able to
discover the common patterns of part segmentation shared
across object instances thus straightforwardly achieving the
co-segmentation, where the common parts (e.g. the left and
right wings, tail, and nose of airplanes) are segmented out
among objects as shown in Figure 7. The co-segmentation
helps us to understand the intra-class variance and similarity
from a more fine-grained perspective according to the com-
mon parts (e.g. different forms of wings among airplanes).

As described in Section II, both TreeGAN [8] and Point-
GMM [7] are able to produce the part segmentation to-
gether with the generated point cloud, without requiring the
groundtruth part annotations during their model training. We
therefore provide more detailed analysis on part segmenta-
tion with respect to related works here.

Given the officially released model of TreeGAN [8], we
first use it to randomly generate 64 samples of point clouds.



For each of the generated point cloud P , we retrieve the most
similar shape P ′ of P from the ShapeNetPart [23] dataset.
As TreeGAN is able to provide the part segmentation for
P and there are part annotations in ShapeNetPart dataset,
we hence aim to investigate the consistency on the part
segmentation of P with respect to P ′. Basically, for each
point s ∈ P , we assign it a label according to the annotation
of its nearest neighbor s′ ∈ P ′ provided by in ShapeNetPart.
Assume there are C parts produced by TreeGAN for P ,
where each part c has nc points. The purity rc of each
part c is measured as a fraction of lc to nc, where lc is
the largest number of points being assigned to the same
label (i.e. majority vote). We then measure the quality of
part segmentation on P using the weighted purity (which
is widely adopted for accessing the clustering results, the
higher the better): W = 1

N

∑
c nc · rc, where N is the total

number of points in P . In order to make fair comparison
between TreeGAN and our RPG by using the same set of
P ′ in ShapeNetPart, we input P ′ to our proposed framework
(composed of encoder E and RPG decoder) to obtain P̂ ′.
By adopting the same aforementioned procedure, we can
also compute the weighted purity for P̂ ′. Please especially
noting that, as TreeGAN has no encoder, we hence adopt
such experimental setting in order to have both TreeGAN
and our segmentation results being compared upon the same
ground truth point cloud from ShapeNetPart. We hypothesize
that the evaluation metric for semantic segmentation in terms
of the weighted purity ideally should be unbiased towards
the quality of point clouds, regardless the generation or
reconstruction modes. Overall, the average weighted purity
over all the generated point clouds from TreeGAN is
74%, which is inferior than our RPG of 88%, showing that
our RPG is able to achieve more consistent part segmentation
in comparison to TreeGAN, based on the ShapeNetPart
groundtruth annotation. We also provide some qualitative
examples of comparing part segmentation between TreeGAN
and our RPG at the 25 second of supplementary video.

Furthermore, as TreeGAN shares several similarities in
high-level concepts with our RPG, here we particularly
highlight the differences. Basically, TreeGAN adopts the ad-
versarial learning framework to train the generator built upon
tree-structured graph convolution network, where multiple
layers of branching operations and the graph convolutions
are applied to generate the final point cloud. Due to its
tree-structured design, the part segmentation of the gener-
ated point cloud is also available. Our work distinguishes
from TreeGAN by the following aspects: (1) As the graph
convolutions used in different layers of TreeGAN are not
shared, its model size is relatively large; while our RPG
framework introduces the novel recursive expansion module
which is repeatedly applied on all the expansion stages (i.e.
weights sharing), the model size of our RPG is much smaller
than TreeGAN (cf. Table IV) thus leading to more efficient
training; (2) Our RPG framework not only provides better
performance in generation (cf. Table IV) but also shows more
compact and semantically-meaningful part segmentation, as
shown in Figure 8. We can see that TreeGAN’s part segmen-

tation would mix between the chair back and chair surface
(or between chair legs and chair surfaces) or even produce
some subtle parts, while ours better decomposes chair legs,
surface, and back into different parts thus getting closer to
the human interpretation. (3) TreeGAN can only output point
cloud on the final layer of generator, while our RPG is able
to obtain all the intermediate point clouds thus providing
better understanding on the hierarchical segmentation and
generative procedure of point cloud data.

Fig. 8. Comparison between part segmentations obtained from TreeGAN
(left) and our RPG (right), where the center image of the left or right part
is the generated 3D shape, surrounded by its 8 segmented parts. It shows
that our RPG provides more compact and semantically-meaningful parts.

Similarly, given the officially released model of Point-
GMM [7], we compare the average weighted purity between
PointGMM and our RPG, and we obtain 80% for both Point-
GMM and RPG. Some qualitative examples of comparing
part segmentation between PointGMM and our RPG are
provided at the 28 second of supplementary video. Please
note that, as PointGMM generally generates point clouds
with more diverse shapes than the ones from TreeGAN (in
which such situation is observable when comparing between
the 25 and 28 second of supplementary video) , the set of P ′

retrieved from ShapeNetPart will be also more complicated
thus being harder to obtain high value of the weighted purity.
Please also note that, for TreeGAN, PointGMM, and our
RPG, we all obtain the segmentation of point cloud into
C = 8 parts in order to have fair comparison. Although
PointGMM has almost the same weighted purity as our
RPG, indicating that PointGMM can also produce good part
segmentation results, the quality of its generated point clouds
is actually much worse than our RPG, as shown in Table IV
and the 28 second of supplementary video. Noting that, in
Table IV we provide the quantitative results of generation
quality for various approaches (including TreeGAN [8],
PointGMM [7], PF [4], and ShapeGF [3]) as well as their
model sizes. In brief, our proposed RPG framework is able
to produce better generation quality, superior or comparable
part segmentation results, with much smaller model size in
comparison to TreeGAN [8] and PointGMM [7].

V. ADDITIONAL QUALITATIVE RESULTS IN SUPPLEMENT

In supplementary video we provide more qualitative ex-
amples for the reconstruction at the 31 second, the generation



TABLE IV
EXPERIMENTAL RESULTS OF THE GENERATION TASK CONDUCTED ON

THE AIRPLANE AND CHAIR CATEGORIES OF THE SHAPENET DATASET.
THE MMD NUMBERS ARE MULTIPLIED WITH 104 HERE.

Model Params MMD(↓) COV (↑) l-NNA(↓)

A
ir

pl
an

e

PF [4] 1.5M 1.408 39.51 83.21
PointGMM [7] 10M 16.000 30.62 95.31
TreeGAN [8] 40M 1.466 44.69 95.06
ShapeGF [3] 3.5M 1.285 47.65 85.06

Ours 1.1M 1.288 42.47 84.57

C
ha

ir

PF [4] 1.5M 15.027 40.94 67.60
PointGMM [7] 10M 81.000 41.09 78.42
TreeGAN [8] 40M 16.147 40.33 74.55
ShapeGF [3] 3.5M 14.818 46.37 66.16

Ours 1.1M 15.686 45.62 66.39

with comparing to several baselines on Airplane and Chair
categories at the 34 and 37 second respectively, and the
generation produced by our RPG3125 and RPG2048 at the
40 and 43 second respectively. Moreover, as our RPG has
high flexibility and is efficient to learn and generate high-
resolution point clouds, at the 46 second we particularly
provide an example point cloud with 15625 points generated
by a RPG which has the same architecture and the number of
parameters as our RPG3125. Additional qualitative examples
of the intra-category and the inter-category interpolations are
shown at the 48 and 50 second respectively. In particular,
we provide the interpolation examples with more/denser
intervals in at the 52 second, where we can find them
changing quite smoothly thus verifying again the capacity of
our RPG in terms of modelling the generative process and
the distribution of point clouds. Also, more qualitative results
of the co-segmentation are demonstrated at the 56 second.
Moreover, we provide examples of point clouds generated by
our RPG, with respective colorizations to visualize the part
segmentation and co-segmentation at the 1 and 18 second.

VI. CONCLUSION

We propose the recursive point cloud generator (RPG)
which is able to generate or reconstruct point clouds in a
coarse-to-fine manner. Based on the generative procedure
with multiple expansion stages, our RPG produces point
clouds with semantic parts without requiring any supervision
of part annotations. Our RPG achieves comparable perfor-
mance against state-of-the-art baselines on point cloud gener-
ation and reconstruction, with having relatively small model
size thanks to the design of sharing weights of the expansion
module across all the stages. Moreover, the part segmentation
and co-segmentation of point clouds naturally obtained from
our RPG provide the potential of understanding point clouds
from a more fine-grained perspective.
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